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Abstract—Refactoring is a widely applied practice for im-
proving the internal structure of source code without altering
its external behavior. Researchers have proposed approaches to
detect refactoring operations and investigated their impact on the
code quality. However, these studies often focus on production
code, paying little attention to test code. It is still unclear whether
developers perform refactoring on test code in the same way
or for the same purpose. To fill this gap, we first investigate
the types and prevalence of refactoring applied in production
and test code, and then examine whether these refactorings
impact the code quality in a different way. Our results show that
certain refactorings are less common in the test code. Besides,
while refactoring-related changes in production and/or test code
improved readability, they had limited impact on most design
smells. We also find that some specific refactoring types do impact
certain design smells. These findings indicate the special attention
needed for test code when analyzing refactorings.

Index Terms—Refactoring, Code metrics, Code readability,
Code smell, Mining software repositories

I. INTRODUCTION

Refactoring is a well-established practice in software en-
gineering, aimed at improving the internal structure of code
without altering its external behavior [1]. Its crucial role for
maintaining and enhancing the quality of software systems
has been demonstrated over time [2], [3]. Studies have found
that refactoring has a positive impact on code design [4], [5],
maintainability [6], [7], readability [3], [8], and the prevention
of defects [9]. These studies mainly focus on production code.
However, it is worth noting that refactoring is also applied to
test code. Test code is essential for verifying the correctness
and reliability of production code, and it also benefits from
refactoring [10]. Several recent studies have investigated the
significance of refactoring in test code [11]. Peruma et al. [12]
have found that refactoring test code can effectively remove
test smells — poor practices that hinder the effectiveness
of testing [10]. Martins et al. [13] found that the coupling,
cohesion, and size of the test code improve after certain
refactorings while the number of test smells increases.

Several studies have reported that refactoring types differ
between production and test code [12], [14]. They claim that
developers tend to perform structural changes (e.g.,“MOVE

CLASS”) on production code, while test code often under-
goes naming-related modifications (e.g.,“RENAME METHOD”).
Moreover, the refactorings on production code are mainly for
reducing complexity, while those in test code focus on read-
ability. These studies do not empirically measure readability

or design smells, therefore, it remains unclear whether such
refactorings actually impact these quality attributes.

This study aims to bridge this gap by investigating the refac-
toring activities performed in both production and test code.
More specifically, we first examine what types of refactorings
are more commonly applied and compared the differences
between production and test code. With the dataset encom-
passing 455 projects with a total of 2,016,632 commits, we
observe 6,678,593 refactorings, of which 1,177,833 are applied
to test code and 5,500,760 to production code. Interestingly,
“CHANGE VARIABLE TYPE” and “ADD METHOD ANNOTATION”
refactorings are much more common in test code.

We then analyze the impact of these refactorings on code
quality, particularly readability and design smells, in both
production and test code. Our findings indicate that code
changes that refactor production code and test code do not
have the same impact on readability while they both improve
it. For example, test code refactoring is more likely to simplify
the test code (e.g., improve readability of identifiers), but
production code refactoring focuses on structural improve-
ments. In terms of the design smells, our results show that
refactorings had little impact on most design smells, indicating
that removing design smells is not a primary goal of day-to-
day refactoring. These results indicate that developers refactor
test code in a different way and for different purposes.

Replication Package: To facilitate replication and further
studies, we provide the data used in our replication package.1

II. RESEARCH QUESTIONS

Our goal is to reveal the differences in refactoring operations
performed on production and test code and to disclose the
difference in their impacts on the quality of code. We propose
the following two research questions (RQs).
RQ1: What kinds of refactorings are applied to test code

and production code?
While previous studies have investigated the types of refac-

toring applied in test code [11], [15], they both analyzed a very
limited number of systems and refactoring types. In this RQ,
we aim to analyze a large number of projects and apply a state-
of-the-art refactoring tool to detect a wide range of refactoring
types. Moreover, we categorize refactoring operations based on
which part of the code (only production code, only test code,
or both) these refactorings are applied to.

1https://github.com/Mont9165/ProdTestRefactoringAndMetrics

https://github.com/Mont9165/ProdTestRefactoringAndMetrics
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Fig. 1: Overview of the Data Analysis

RQ2: How do refactoring-related code changes impact
the code quality of test code and production code?

Lima et al. [16] conducted interviews to investigate the pur-
poses of refactoring test code. As a result, 75% of interviewees
answered “supporting automated code maintenance” as a key
benefit of refactoring, while 60% highlighted “improving code
readability”. As code maintenance typically aims to improve
code quality and over half of the interviewees mentioned read-
ability, we would like to investigate how code quality metrics
and readability are impacted by refactorings and whether these
impacts differ between test code and production code.

III. STUDY DESIGN

A. Context Selection

We selected as context for our study 455 projects from
GitHub, satisfying the following criteria, using the SEART
GitHub Search Engine [17].2

• Java systems. In this study, we use a state-of-the-art
refactoring tool [18] that only works on Java code.

• Active and well-developed projects. We excluded inac-
tive projects that did not have a commit between March 1,
2024, and September 1, 2024. Also, we excluded projects
that do not have more than 1,000 commits in their commit
history to ensure a sufficient number of refactorings.

• Popular projects. We selected projects with at least 100
forks and 100 stars. These metrics serve as proxies for
popularity and help eliminate toy projects.

• Non-forked projects. We excluded forked projects.
We identified 469 projects that met our selection criteria.

We also manually examined these projects to exclude two
tutorial repositories. Furthermore, we excluded 11 projects due
to excessive time needed for refactoring detection and metrics
calculation, and 1 project because no refactoring was detected.

B. Data Analysis

To answer our RQs, we first detect refactorings from the
selected repositories, and then assess the changes in readability
and code quality metrics before and after each refactoring
commit. The detailed methodology is described as follows.

1) Refactoring Prevalence (RQ1): We utilized Refactoring-
Miner 3.0.03, the state-of-the-art refactoring detection tool,
to identify refactorings in the studied repositories. This tool
extracts refactoring operations by analyzing two consecutive

2https://seart-ghs.si.usi.ch/
3https://github.com/tsantalis/RefactoringMiner/tree/3.0.0

commits using an Abstract Syntax Tree-based matching algo-
rithm. It supports the detection of 99 different refactoring types
and is reported to have an overall F1-score of 99.5% [18].
When extracting refactoring operations, we also retrieved the
paths of the Java files where the refactoring operations were
applied. Using these file paths, we determined whether the
refactorings were applied to production code only, test code
only, or both. The heuristic behind this classification is: if
the file path contains “test”, then the given file is part of
test code, otherwise it is production code.4 Finally, to identify
the characteristics of refactoring on production code and test
code, we compared the following metrics: the number of
commits, the number of files that were refactored, the number
of refactoring instances, and the proportion of refactoring
types. As commits can modify production code and test code
simultaneously, we classify them into three groups: commits
that modify only production code (i.e., production commits),
commits that modify only test code (i.e., test commits), and
commits that modify both (i.e., co-occurring commits).

2) Impact on Code Quality and Readability (RQ2): After
identifying the refactored classes in production and test code
in RQ1, we measured the changes in the code quality of these
classes after the refactoring. To measure the code quality,
we utilized a readability measurement tool and a software
quality measurement tool. The readability measurement tool,
developed by Scalabrino et al. [19], assesses code readability
using structural features (e.g., line length, indentation, number
of identifiers) and textual features (e.g., comment consistency,
vocabulary overlap, readability indices).

For code quality, we employed DesigniteJava5, developed
by Sharma [20], which calculates various code metrics and
detects a wide variety of code smells. The tool can measure
coupling metrics (e.g., FANIN, FANOUT), inheritance metrics
(e.g., Depth of Inheritance Tree, Number of Children), size and
complexity metrics (e.g., Lines of Code, Weighted Methods per
Class), cohesion metrics (e.g., Lack of Cohesion in Methods),
and structural metrics (e.g., Number of Fields, Number of
Methods). We also use this tool to detect design smells (e.g.,
Broken Modularization, Deep Hierarchy) to verify the claim
by the previous study [14] that developers are more likely to
perform structural changes on production code. By comparing
how design smell changes after refactoring, we can understand
the impact on code sturucture.

4Lowercase file paths are used.
5https://github.com/tushartushar/DesigniteJava
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TABLE I: Summary of Refactoring Frequency Across Production and Test Code

Refactoring commits Refactored files Refactoring instances

Type Prod. Test Co-occur. Prod. Test Prod. Test
commits commits commits code code code code

Mean 793 114 130 1,321 378 12,090 2,589
Median 438 43 47 651 123 5,170 641
Sum 360,655 (76.4%) 52,068 (11.0%) 59,180 (12.5%) 601,278 (77.7%) 172,195 (22.3%) 5,500,760 (82.4%) 1,177,833 (17.6%)
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Fig. 2: Comparison of Refactoring Types in Production vs.
Test Code

IV. RESULTS

A. RQ1 (Refactoring Prevalence)

Frequency. We applied RefactoringMiner to a total of
2,016,632 commits from 455 projects and identified refactor-
ing operations in 471,903 (23.4%) commits. Table I lists the
number of commits and files containing refactoring, as well as
the number of identified refactorings. Overall, 76.4% commits
modified only the production code, 11.0% modified only the
test code, and 12.5% modified both the production and test
code. While previous studies [21] have shown that developers
often maintain test code alongside production code, our results
suggest that developers also dedicate significant efforts to test-
code-focused maintenance.

Regarding the refactoring-related files, we found that over
77% of the files are production code. Moreover, the number of
identified refactorings in production code is around four times
of that in test code. Both results indicate that refactoring on
production code is much more than test code refactoring.

Types. Figure 2 illustrates the percentage of refactoring op-
erations performed on the production code and test code. The
five most common types of refactorings in production commits
are “CHANGE PARAMETER TYPE” (7.0%), “CHANGE VARIABLE

TYPE” (6.6%), “ADD METHOD ANNOTATION” (5.5%), “CHANGE

RETURN TYPE” (5.3%), and “ADD PARAMETER” (4.7%). Inter-
estingly, three out of these five refactoring types are API-
related changes (i.e.,“CHANGE PARAMETER TYPE”, “CHANGE

RETURN TYPE”, and “ADD PARAMETER”). To identify the refac-
torings unique to production code, we compared the ratio of
different types of refactoring operations in production code to
that in test code. The biggest differences go to the following
refactoring types: “SPLIT CONDITIONAL” (13.3 times), “MERGE

CONDITIONAL” (11.4 times), “ENCAPSULATE ATTRIBUTE” (6.3
times), “CHANGE TYPE DECLARATION KIND” (5.5 times), “EX-
TRACT INTERFACE” (5.4 times). This indicates that operations
involving modifying conditions and attributes are more likely
to be performed in production code.

As for the test code, the five most common types of refac-
torings are “CHANGE VARIABLE TYPE” (13.2%), “ADD METHOD

ANNOTATION” (7.4%), “RENAME METHOD” (5.3%), “MOVE

CLASS” (4.9%), and “CHANGE OPERATION ACCESS MODI-
FIER” (4.6%). Similarly, we also identified some refactoring
types unique to test code: “ASSERT THROWS” (3317.0 times)6,
“PARAMETERIZE TEST” (70.1 times), “MOVE CODE” (5.1 times),
“MODIFY METHOD ANNOTATION” (3.6 times), “SPLIT OPERA-
TION” (3.6 times). These results suggest that method-level
refactoring is more likely to be performed in test code.

Answer to RQ1. Refactoring activities are signifi-
cantly more prevalent in production code than in test
code, both in frequency and diversity of operations.
Production code refactorings often involve structural
and API-level changes, while test code refactorings are
more focused on operations like renaming methods,
moving classes, and test-specific transformations.

B. RQ2 (Refactoring Impact)

Here we discuss the impact of refactoring on code metrics,
design smells, and readability. Below we describe the results
of these metrics with statistically significant differences.

6Since “ASSERT THROWS” and “PARAMETERIZE TEST” are test-
specific refactorings that RefactoringMiner can detect, the significant dif-
ferences between production and test code are not surprising. However,
RefactoringMiner produced several false positives when detecting these types
in the production code so the values are not infinite (i.e., divided by non-zero).



TABLE II: Code Metric Changes in Production and Test Code

Cat. Metrics Prod. Test

Size Lines of Code -5.42 +3.02
Size Number of Fields -0.40 +0.42
Size Number of Methods -0.77 +0.74
Size Number of Public Methods -0.12 +0.22
Complexity Weighted Methods per Class -1.62 +2.07
Coupling FANIN -0.77 +1.31
Coupling FANOUT +0.05 -0.41
Coupling Number of Public Fields -0.13 +0.22
Cohesion Lack of Cohesion in Methods +0.02 -0.03
Inheritance Depth of Inheritance Tree +0.05 -0.01
Inheritance Number of Children -0.04 +0.05

Code metrics. Table II summarizes the changes in code
metrics after refactoring. The table only shows the metrics
with statistically significant differences between the production
code and test code, detected by the Wilcoxon signed-rank
test (α = 0.01). Interestingly, we observed that many metrics
regarding the Size category in production code decreased while
they increased in test code. For example, Lines of Code metric
decreased by an average of 5.42 lines in the production code,
whereas they increased by 3.02 lines in the test code. When
looking into the refactoring types that impact Lines of Code,
“PUSH DOWN OPERATION” and “EXTRACT CLASS” reduce 69.7
and 62.0 lines of code on average in the production code.
“MOVE SOURCE FOLDER” and “EXTRACT OPERATION” increase
73.6 and 14.0 lines in the production code. Similarly, the
Complexity metric Weighted Methods per Class (the sum
of the complexities of the methods in the target class) also
increases for test code and decreases for production code.

In the Coupling category, the metrics FANIN (i.e., the
number of other modules or functions that invoke or depend
on a given module) and FANOUT (i.e., the number of modules
or functions that a given module invokes or depends on) ex-
hibit contrasting trends. After refactoring, FANIN decreases in
production code but increases in test code, whereas FANOUT
increases in production code and decreases in test code. For
production code, it means improved modularity and separation
of concerns, as lower FANIN implies that individual modules
are less central or less relied upon by others. Conversely, the
increase in FANOUT indicates that modules are now delegat-
ing more responsibilities, possibly to newly introduced utility
components, which aligns with principles of responsibility-
driven design. In contrast, the increase in FANIN and decrease
in FANOUT in test code suggest a shift toward more focused
and isolated testing. Higher FANIN in test code implies that
more test cases are targeting specific production modules,
potentially reflecting improved test coverage or granularity.
These trends imply that the refactoring process has led to a
more modular and testable architecture.

For the Inheritance category, Depth of Inheritance Tree
increases in production code and decreases in test code, while
Number of Children exhibits an opposite trend. This suggests
that the production code shifts toward deeper but narrower
class hierarchies, potentially reflecting more specialized design
with reduced subclassing. In contrast, the opposite trend in

TABLE III: Design Smell Changes in Prod. and Test Code

Design Smell Prod. Test

Unutilized Abstraction +0.07 -0.22
Deficient Encapsulation -0.01 +0.02
Cyclic-Dependent Modularization -0.01 +0.02
Insufficient Modularization -0.01 +0.02
Broken Hierarchy +0.00 -0.01

TABLE IV: Readability Changes In Production and Test Code

Metrics Prod. Test

Synonym Commented Words AVG +14.5% +1.9%
Semantic Text Coherence Normalized +0.5% +0.9%
Number of Senses AVG +0.4% -0.7%
Method Chains AVG +0.5% +0.6%
Comments Readability +3.8% +2.3%
Commented Words AVG +102.1% +21.6%
Abstractness Words AVG +0.6% -1.1%

test code indicates a move toward shared base test classes to
promote reuse and simplify test maintenance.

Design smell. Table III summarizes the changes in design
smell after refactoring. Overall, refactoring had a minimal
impact on most design smells, suggesting that design smell
removal is not a primary goal of day-to-day refactoring. How-
ever, our analysis reveals that specific refactoring types can
have a significant effect on certain smells. In production code,
we observed that targeted refactorings often aim to remedy
specific design issues. For instance, structural refactorings ef-
fectively reduced modularity-related smells: “MOVE PACKAGE”
and “RENAME PACKAGE” decreased Unutilized Abstraction,
while “EXTRACT CLASS” and “EXTRACT INTERFACE” reduced
Insufficient Modularization and Cyclic-Dependent Modular-
ization, respectively. Similarly, “REMOVE ATTRIBUTE MODI-
FIER” directly addressed and reduced Deficient Encapsulation.
These findings show a clear pattern where developers use
specific structural refactorings to improve design quality in
production code. In test code, organizational changes appeared
to introduce smells. “MOVE SOURCE FOLDER” increases both
Deficient Encapsulation and Insufficient Modularization, and
“RENAME PACKAGE” increases Cyclic-Dependent Modulariza-
tion. Moreover, some refactorings had counter-intuitive effects
even in production code; “EEXTRACT SUPERCLASS” was found
to increase Broken Hierarchy, suggesting that creating new
abstractions can be detrimental if not done carefully.

Readability. Table IV presents readability metric changes
between production and test code, highlighting significant dif-
ferences. In production code, refactorings primarily enhanced
overall consistency and coherence. For example, Commented
Words AVG improved significantly more in production code
(+102.1%) than in test code (+21.6%). Conversely, refactor-
ings in test code focused on improving the clarity of individual
test cases through the use of specific and unambiguous identi-
fiers. For Number of Senses AVG and Abstractness Words AVG,
the metrics increase in production code but slightly decline in
test code. These contrasting patterns suggest that developers
apply readability-enhancing refactorings with different goals:



emphasizing consistency and maintainability in production
code, while prioritizing clarity in test code.

Answer to RQ2. In production code, refactoring
improves structural quality by improve code metrics
and addressing specific design smells, with a focus
on overall consistency. In contrast, test code refactor-
ing prioritizes clarity and effectiveness, which often
worsens code metrics as a side-effect while improving
readability through more specific identifiers.

V. FUTURE RESEARCH DIRECTION

Variety of metrics. We will integrate more metrics that
targeting either production or test code, such as maintain-
ability, implementation smells and testability smells. We will
perform finer-grained analysis (e.g., method-level) to reveal
how refactorings impact these metrics.

Interview study. We will study how developers apply test-
specific refactorings in practice. More specifically, we would
like to understand the approaches they take, the challenges
they face, and the support they need for test refactoring.

Automatic refactoring based on the different goal. We
would like to build a refactoring recommendation tool which
clearly lists potential impact of refactoring and can recommend
different types of refactorings based on the context.

VI. RELATED WORK

A. Refactoring for Production Code and Its Impact

Kim et al. [9] conducted a survey at Microsoft to investigate
the practical challenges and benefits of refactoring. Their find-
ings revealed that refactoring is perceived to improve software
quality and developer productivity. Silva et al. [22] examined
the motivations behind refactoring activities and found that
refactoring is primarily driven by changes in requirements
rather than the presence of code smells.

Lin et al. [23] analyzed how refactoring impacts the code
naturalness (i.e., the nature of code being repetitive and pre-
dictable) and found “EXTRACT METHOD” refactoring tends to
improve naturalness, while “PULL UP METHOD” is the opposite.
Bavota et al. [2] empirically investigated the relationship
between refactoring and quality metrics, as well as code
smells. Their findings indicate that quality metrics have little
correlation with refactoring.

B. Comparison of refactoring production code and test code

Tsantalis et al. [15] compared the types of refactorings
performed to test and production code in three OSS projects.
The results show that only three types of refactoring are
applied in the test code while 11 types are observed in the
production code. Despite the similarity to our RQ1, this study
examined only three projects, and the study was conducted in
2013 with limited types of refactorings supported. Peruma et
al. [12] investigated the refactoring activities of test files and
Production files in 250 Android applications. They revealed
that developers often perform different types of refactorings on

test files, such as “RENAME METHOD” and “CHANGE VARIABLE

TYPE,” which are less common in production code. Futher-
more, AlOmar et al. [14] also investigated both production
code and test refactoring. They found that there were many
name changes in the test code, while many structural improve-
ments were done in the production code. These survey results
were the driving force behind our analysis of readability.

Martins et al. [13] investigated the impact of refactoring
on test code quality and effectiveness. They found that test
refactorings target low-quality test code, but do not strongly
correlate with code/mutation coverage metrics. Additionally,
refactorings such as “EXTRACT CLASS” improve the test code’s
coupling, cohesion, and size. Our work focused on a different
set of quality metrics, and their study did not differentiate
production code and test code.

VII. THREATS TO VALIDITY

Threats to internal validity concern the reliability of the tool
we used to detect refactorings. While RefactoringMiner 3.0.0
and Designite have a high accuracy, it is still possible that
some refactorings or code smells are missed out by the tools.

Threats to construct validity concern the types of refactoring
we investigated. RefactoringMiner 3.0.0 was mainly designed
to detect refactoring operations in the production code. We
investigated the impact of these refactorings on readability and
code metrics. However, it is unclear how some specific test
refactorings [24], [25] would impact these metrics. The main
goal of our study is to highlight the different purposes behind
production code and test code refactoring.

Threats to external validity concern the projects we used in
the study. Our work collected 455 projects from GitHub. While
we have analyzed more projects than existing studies [11],
[12], [15], it is still unclear whether analyzing the remaining
projects will lead to the same results. Moreover, closed-source
projects were not included in our study.

VIII. CONCLUSION

We analyzed 6,678,593 refactorings and their impacts on
code quality with code metrics, design smell and readability.
Our findings show that refactoring-related changes in produc-
tion and test code improved readability, they do have differ-
ences regarding refactoring types and improvement aspects.
Our future work would focus on integrating more metrics,
conducting interview studies to understand the practice of test
refactoring, and proposing a context-aware refactoring tool.
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